Vision tells you more than “what is where”
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David Marr started his book with the following question and answer:- “What does
it mean, to see? The plain man’s answer (and Aristotle’s too) would be, to know
what is where by looking” (Marr 1982). This mentions “knowing what”, but most
of the rest of the book was devoted to the problem of computing a representation,
since he assumed that this was a necessary preliminary to the operations concerned
with object recognition. This led him, and after him the rest of us, to appreciate
what a very difficult computational task it is to go from the 2-D image, to a
representation of the visible surface, and from there to a representation of the 3-D
world with 3-D objects in it. I think it is fair to say that a large fraction of the effort
in vision research over the past decade has been devoted to the problems he pointed
to in that book, so this tacit assumption that representation precedes recognition has
been very influential. But it is misleading. :

I shall argue in this talk that representation and recognition proceed concurrently.
The emphasis on. representation has led to the neglect of something that is very
important throughout image processing in the visual system, even in the very earliest
stages. This is the assessment of the probabilistic and associative structure of sensory
messages. “What unusual events have just happened?” “What unexpected combin-
ations of events are occurring?” “Have such combinations happened often before?”
It is necessary to take this sort of information into account in order to learn effic—
iently, and I shall argue that it is also essential for elementary object recognition, and
even for selecting the primitive features to be used for representing visual scenes.

NEED FOR PRIOR PROBABILITIES IN LEARNING

To demonstrate the importance of paying attention to prior probabilities, it is easiest
to start by taking an example at a high level, when objects and events have already
been classified and recognised. At this level one can introspect and see the import-
ance of associative structure and unexpectedness intuitively.

Consider Pavlov’s dog. It is in a complex environment with all sorts of things going
on that it does not understand; then from time to time something pleasant occurs in
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the form of a tasty morsel in its mouth, or something unpleasant such as a shock to
its foot. The dog’s brain discovers those features in the complex environment that
reliably predict these reinforcements, and your own brain would do the same. Is
this just a matter of the strengthening of a pathway from the conditional stimulus to
the response by the repeated sequence of a feature followed by the unconditional
stimulus, as a naive form of Hebb’s thesis might suggest? There is more to it than
that, for it is not just the high joint probability of conditional and unconditional
stimulus that identifies a valid predictor, but a value approaching unity for the
conditional probability of reinforcement, given the conditional stimulus. But P(UIC)
= P(U.C)/P(C), so to get the conditional probability from the joint probability one
must divide by the probability of the conditional stimulus. For efficient learning the
prior probability of the conditicnal stimulus is a necessity.

To see this intuitively put yourself in the dog’s position. It is obvious that the appro-
priate feature has to be identified among a host of alternative possible features, all of
which will be stimulating the senses in the complex envirenment, many of them
deing so in the right temporal relation to the reinforcing stimulus. But you need not
consider, as potential predictors of reinforcement, those features of the environment
that are there almost all the time; it’s safe to assume that they will be there whether
or not the reinforcing stimulus is given, so they have no predictive value, One
should seek the conditional stimuli among the unusual features — those that are about
as unusual as the reinforcement — but in order to select such features and reject those
that are constantly present one obviously needs to know, not just that a particular
feature is present, but also how often it occurs in the current environment.

Knowledge of the prior probability, or unexpectedness, of features in the environ-
ment actually helps in four ways., First, it is necessary in order to calculate the
conditional probability, which has predictive value, from the joint probability, which
means little by itself. Second, it helps one select candidate features that conld be
strongly correlated with reinforcement: if two things have different rates of
occurrence they cannot be strongly correlated. Third, it points to the features for
which the “pay-off” would be high if they were found to be correlated, and figure 1
shows the entropy reduction that can be effected if one knows about the correlation —
not a very intuitive way of expressing the pay-off, but at least it’s quantitative.
Fourth, it helps to avoid concluding that a feature is predictive when in fact the
correlation is simply accidental; for example if C and U each occur on 10% of all
possible occasions, it is not in the least surprising if C precedes U on 1% of trials,
because that is the predicted rate if they were statistically independent.

These four ways that knowledge of prior probabilities helps are just different aspects
of the obvious fact that, to detect associations reliably, one has to do statistics, but I
hope they show that, for learning at least, simple representation is not enough. you
also need to know the prior probabhility and unexpectedness of the sensory messages.






























