








is the symmetric structure on the right that leaps 1o the eye, while the rmandom array means nothing (0 us -
unless we look at it long enough and start lo impose structure on it, such as faces or other imaginary
forms. In the lower two figures the structure resulting from other pairing rules stands out equally clearly.
Although it is pretty obvious what these pairing rules are. T don’t think it is at all obvious that a pairing
rule is solely responsible for the structure seen; it is hard to believe that the vivid streaks and swirls result
just from pairs of dots, with no longer concatenations, but that is the case.

These figures were first described by Glass (1969), and one can detect them when they are overlaid
by a huge number of completely randomly placed dots (Maloney, Milchison and Barlow, 1987).
Furthermore the absolute efficiency for detecting mirror symmetry is high under the appropriate conditions
(Barlow and Reeves 1979). It seems that our perceptual system grabs symmetry or structure in sensory
messages, and uses instances of its occurrence as building blocks to construct its representation of the
world.

2.3 Information and redundancy

The structure and randomness in figure 1 are related to redundancy and information. As Shannon
told us (Shannon and Weaver, 1949), the true information in a message can generally be encoded on to a
channel of much lower capacity than is required for the raw stream of data, because the raw data almost
always contains redundancy. Tt will be argued that
finding a redundancy-reducing code is a powerful analogy for sensory coding and perception (Atineave 1954;
Barlow 1959: Atick 1992), and that finding the structure and regularity in sensory messages is the analytic
operation needed to do this. This is the job that I suspect the neocoriex performs better than other brain
structures and it must be an important part of the job the homunculus currently docs, which we wish to
take away from him.

Unfortunaicly the model of a transmitter, a channel, and a receiver that Shannon set up for his
mathematical analysis is in some ways a poor analogy for the perceptual brain, partly because we must rid
ourselves of the idea that there is a homunculus to receive the messages, but also for several other reasons.
As we have seen, the brain is interested in the structure in fig 1, and tends to dismiss the random clement
(the positions of the dots in top left of fig 1) as noise; in contrast, in Shannon’s paradigm whal 1 have
called regularity or structure would be redundancy, and the random positioning of the dots would comrespond
to information, so al first sight the brain seems to be giving greater priority to the redundancy than to the
information, the apparent opposite of eliminating redundancy.

This is misleading because redundancy reducing codes are reversible, so they do not eliminate one
type of message and preserve another type. Although the output of a redundancy reducing code looks more
noise-like, the input can be reconstrucied from the output, and it therefore enables one to identify the
occurrence of a redundant feature in the input. Suppose for instance that we had a one-bit signal that told us
when bilateral symmetry about the midline was present in an image; then we could economically code the
top right figure in fig 1 by combining this single bit with the top left figure. When symmetry is explicitly
represented in this way the system can attach as much or as little importance to it as it likes, and the
subjective prominence in fig 1 suggests that il attaches quite a lot: but this is quite independent of the
amount of space it occupies in the message. The occurrence of symmetry is no longer signalled by a bulky
pattern in the message that uses up much of the capacity of the channel, but by a compact signal that is not
in any way prediciable from other parts of the output. Thus in some forms of redundancy reducing code one
expects the redundant feature of the input to be explicitly represented in the output.

The sensory system certainly loses a great deal of the information available in the physical stimuli
that it receives, but this is not the result of redundancy reduction. Some of this irreversible loss (for
instance that caused by low acuily in the periphery of vision) results from fixed neuro-anatomical
arrangements that cannot change during the life of the individual, and in such a case there is no
discrimination between redundancy and information in what is losl. But changes in coding occur, as with
the adjustments of the dynamic range of retinal ganglion cells during light and dark adaptation, and these are
sometimes thought of as preserving signals in the important range and discarding unimportant signals. [
think it is better to regard adaptation as a redundancy-reducing step, for it preserves information about the
stimuli that occur frequently, and the potential losses occur for ranges of stimulus intensity that occur
infrequently or not at all under the new adaptation conditions. Of course we do not know that this is the
case for all types of coding change, but a case can be made that pattern-contingent adaptation is also
information-preserving, though by decorrelating representational elements from each other in response 1o a
changed associative structure in the sensory messages, rather than by simply adjusting dynamic ranges
(Barlow 1990a).
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Discussion of adaptation brings up another way in which Shannon’s model is a poor analogy, for
it assumes a static siluation; it is supposed that the forms of redundancy are known beforehand, and that
their properties remain constant, whereas redundancy in sensory messages is not necessarily known
beforehand, and there is no guarantee that it will remain constant. One of the most important characteristics
of perception is the ability to distinguish whal is new and unexpected from what is known and normal, and
this implics that new forms of redundancy arc continuously being recognized. This is crucially important,
because these new regularities betray the presence of new causal factors in the environment. In Shannon’s
terms, what was previously information (ic unpredictable) becomes redundancy (ie something regular or
predictable) once the presence of the regulanity has been established.

2.4 Structure, redundancy and knowledge

Because information and redundancy are 50 confusing in the comext of perception it may be helpful
to use different terms that are equivalent, but more intuitively meaningful. Structure and regularity in the
stream of data, if they belong to categories that are already known about, are redundancy in terms of
information theory, but this part constitutes the knowledge that the neocortex must continuously acquire
and use. The part that is unpredictable is information in Shannon’s terms, but it contains the unidentified
redundancy from which new knowledge can be derived, as well as an unknown amount of new information
and genuine noise. It is important o note again that a redundancy reducing code is reversible, so that the
occurrence of a pattern or regalarity in the input can be identified in it.

The fact that sense organs and pathways are specifically adapted to handle biologically impornant
stimuli is well recognized, and rewards and punishments are also likely to influence the organization of
sensory information, The importance of redundancy reduction is that it does not depend upon reinforcement
or the specific biological importance of stimuli; it is a general principle for reorganizing sensory
information that is independent of these factors. However it cannot by itself prescribe the exact form of the
recoded messages, and it has nothing to say about the selection or rejection of information, so it is worth
asking if there are other general principles that could help us understand these aspects of perception and
representation in the cortex.

2.5 Sparse coding with symbols of high relative eniropy

Shannon’s analysis of information and redundancy showed how to make optimum use of channel
capacity, and since the cost of a channel was proportional (o its capacity, his analysis showed how to save
money. In the brain we do not know how to ussess the cost of representations of different sorts. We
cannot simply assume that biological cost is proportional to the number of nerve cells required, nor is it
plausible to assume that it is proportional to the number of active nerve cells, or the total number of
impulses required. But without making some such assumptions we cannot really talk meaningfully about
what representations are redundani or non-redundant biologically; we need to know how the representation is
used before we can do this, So far this difficulty has been circumvented by referring to the physical cause of
sensory messages, for we can talk meaningfully about the information, redundancy and capacity of the
physical representations of pictures and sounds, but sooner or later the biological issue must be faced. Here
again the notion that the perceptual representation’s primary role is to facilitate leaming is helpful.

To illustrate this let us start by considering the type of representation that the redundancy-reducing
hypothesis in its baldest form might lead one to expect. This would consist of a large number of binary
elemenis, each with a probability 1/2 of being active, and each becoming active totally independently of
every other element. It would be a nightmare o use this for leaming: leaming first requires recognising
that some natural object or event has occurred, ie that the current sensory inpul is a member of a particular
subset of possible input messages; then co-occurrences of such events either with other events, or with a
class of reinforcing stimuli, must be counted. Given the typical size of biological representations (eg 106
optic nerve fibres), this is a horrendous task, and the form of the representation does not facilitate it in any
way, exceplt by being the most compact possible representation. The following argument for sparse
representation is one that T have attempied 1o present previously (Barlow 1972, 1985a), but T have not yet
succeeded in putting it in a satisfactory quantitative form.

There are advantages in coding information sparsely using what [ termed “cardinal cells™, that is by
representing a scene by the activity or a small proportion of active units selected from a large population of
possibly active ones. One advantage comes from the intuitive feeling that the elementary decisions in
perception are usually worth more than one bit: for instance identifying a face must be worth more like 10
bits, since it is a selection from more than 1000 possibilities. The information conveyed by a unil when
active could be as high as this if it was only active rarely, but it would only be 1 bit if it was active hall
the time, as in the first representation considered abowve.
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There are other advantages of sparseness connected with information storage in associative nets
(Longuet-Higgins et al 1970), and [ shall mention another one later in connection with learming in
distributed representations. At an intuitive level again, the process Bartlett (1932) used 1o refer to as the
“effort after meaning™ scems to me 1o correspond (o collecting together related items that individually have
low information value to create symbols that have high informational value, and [ cannot think of any
better way this could be done neurophysiologically than by ensuring that a neuron, when it fires, carries a
substantial amount of information. In our thinking we do not seem to be able 1o use “microconcepis”,
which we would have to use in their hundreds, thousands, or millions in order to represent a substantial
scene, but insiead we use concepts of the order of complexity of words; with a few of these we can express
anything that we need. Shannon (1951) suggested that a word in English corresponds to half a dozen bils
on average, and that is within the reach of a single neuron provided that it forms part of a fairly sparse
representation in which the probability of being active is of the order of 1%.

These ideas have been set out in somewhat greater detail previously (Barlow 1985a) and initial
sieps in developing a more quantilative argument are described in section 4.4 below.

2.6 Is redundancy a principle of selection?

We have seen that a redundancy reducing code does not select or reject information because it is
reversible, but a case can be made for using redundancy, not only to recode economically, but as a criterion
for selecting what a perceptual system should represent; information which is non-redundant, and therefore
indistinguishable from noise, would be rejected. The argument goes like this.

The system cannot accept all the information it receives, but it should represent as high a
proportion as possible of the input, and this proportion can only be assessed as a fraction of the raw,
unprocessed input. If there are redundant features, like the mirror or translational symmetries of fig 1, these
offer the opportunity of accepting portions of the input at relatively low cost in terms of the
representational space they occupy. Just as using an abbreviation for a commonly used word or phrase
saves space on the printed page, so would such a redundancy-selecting system reversibly encode a higher
proportion of the energy in the input. The principle has its dangers, for if it was carricd to the extreme the
perceptual system could only represent redundant features that it had already recognised, but this could be
avoided by not applying the principle too rigorously. It is actually true that we tend 1o see what we already
know, but we can also see new things, and perhaps this is because our perceptual sysiem is cautious in
rejecting what appears to be unstructured, or non-redundant. The principle may explain why we accept the
Bellman's claim that “*what I tell you three times is true” (Dodgson 1876), and why there is some validity
to the Kantian fear about the dominance of the @ priori in our perceplion and reasoning, but it also shows
why these should be only limited fears (Barlow 1974},

It is obvious that we arc here getting involved in deep problems, but we do not need to resolve
them all in order (o understand the importance of identifying regularity and struciure in sensory messages,
and the equal but different importance of identifying what is pot accountable for by regularity and struciure
that has already been identified. This is the essence of the message that redundancy reduction is important
in sensory coding. Finding the structure and regularity is the analytic part of dealing with the succession of
sensory impressions that the brain receives, and this is the part that I suspect the neocoriex performs better
than other brain structures: it gives meaning to the siream of sensory data.

2.7 The salience of repeated forms

Now it is plausible to suppose that the mirror symmetry and translational symmetry illustrated in
fig 1 are so abundant in our sensory diet that an animal is cgriain to encounter them; hence mechanisms for
detecting these forms of symmetry will always prove useful, and their universal provision by ontogenetic
mechanisms has selective advantage. But much of the knowledge we acquire is not like this at all; it
consists of arbitrary forms whose regularity or structure results simply from the fact that they recur often,
or are repeatedly associated with reward and gratification. Each individual system has (o discover these for
itself, and we spend our lives finding, storing and using knowledge of these regularities in our sensory diet.
They range from the often-repeated experience of our parent's smell, voice, and appearance, through the
geographical details of our environment and the acoustical specificities of our language, (o the customs,
myths. and true knowledge of our culture. Much of this process of acquisition is fostered by teaching, but
each individual brain has to do a lot of discovering for itself.
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I used to think this sorting of the sensory input by association and repetition was the main task
that the neocortex excelled in, but for the following reasons I now think it is likely that it also excels in the
genetic acquisition of world knowledge,

2.8 Evolutionary learning and neocortex

Maost people will accept the fact that there is such a thing as inherited knowledge of the world.
Many of the most striking examples are found in insects - for example the yueca moth could not fertilize
the yucca plant and use ils ovaries as incubators for its own eggs without such knowledge, nor could the
ichneumon select a particular species of caterpillar to lay its eggs in. Bul it occurs in mammals too - the
specialized behavioural skills of a retriever are quite different from those of a sheepdog or a greyhound - and
no-one doubts that these skills have a large inherited component.

Now n characteristic cannot play an important role in the evolution of a species unless it is
controlled genetically and subject to genetic variability. Therefore the view that neocortex is partly
responsible for our rapid evolution implies that certain aspects of its function must be controlled
genetically, for otherwise it could not, by the selective survival of genetic variants, have brought us to the
position we are in. The full hypothesis must therefore be that the neocortex gives us useful knowledge of
the world in two ways; not only does it discover the structure of its world by experience during its lifetime,
but it has a headstart for it has mechanisms adapted through the process of genetic selection that confer
skills, sometimes highly specialized ones, for doing this.

These mechanisms and skills amount o inherited knowledge of the world. On this view both
extreme schools of thought about the origin of our mental powers are correct: the neocortex acquires
knowledge of the world by nature as well as by nurture, but these methods work towards the same end rather
than being the mutually exclusive allematives that we tend to think. For this reason they can be considered
together when trying to define the computational goal of the neocortex.

2.9 Reconciliation with neurophysiology

What we know of the neurophysiology of neocortex does not at first suggest that it is concerned
with acquiring, storing and utilizing knowledge of the world. As we have seen, it seems instead to form
representations of the current scene in the sensory arcas, and perhaps the motor arca could be thought of as
camrying a represenfation of current motor actions. Bul this representational function does not necessarily
conflict with the hypothesis about acquisition of knowledge. Different types of representations are suitable
for different purposes, and it will be argued that the cortical representation is one that continuously adjusts
itself to past associative structure, and thereby simultaneously stores knowledge of this past associative
structure and facilitates the identification of new associations.

Suggestive evidence in support can be found from the changes in neural connectivity that occur in the
sensitive period (Hubel and Wiesel 1970; Movshon and Van Sluyters 1981), and in the known phenomena
of pattern-selective adaptation, which I have enlarged on elsewhere (Barlow 1990a, 1991).

It will be shown next that storage and utilization of knowledge about the world are necessary in
order 1o form a representation that facilitates leaming, so the comparative anatomists” view that neocoriex
provides the filing cabinets of the central executive does not contradict the neurophysiological facts about
representation, though it does imply that there is more to this representation than has yel been discovered.

This amalgamation of the comparative anatomist’s and the neurophysiologist's views of the cortex
also fits the notion I've developed (Barlow 1991) about the nature of perception, and figure 2 illustrates a
flow diagram according to this hypothesis. The sensory messages are combined with a store of knowledge
of the world to find the best model of the current sensory scene. This model is then compared with the
actual sensory messages, and those pants that match are eliminated from it. The residue represents the pan
of the current sensory input that is unaccounted for by pre-existing knowledge. Ideally this would
correspond to new information, together of course with noise of mndom origin.

Figure 2 near here, (New flow diagram)

In this flow diagram the part we are consciously aware of corresponds to the model we construct by
combining our stored knowledge of associative structure with the current sensory input; items that have
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been successfully modelled are removed from the flow, but their identification is probably the most useful
part of the scheme, and also the subjectively salient part. The fact that redundancy is simultancously
reduced and exploited may appear paradoxical, but this is what happens in a redundancy reducing code. We
can also be aware of the residue unexplained by this initial model, and of new regularitics or structure in
this part, but what we think we experience - the sensory message itsell — is only indirectly accessible.

This flow diagram has features related to the “matching response™ of MacKay (1955), the
adjusting feedback of Daugman (1989) and Pece (1993}, the “matching templates” of Mumford (1992), and
perhaps it also capiures one aspect of the “counter stream” schema of Ullman (1993). It must be added that
the operations in the boxes of figure 2 are not like those of a program flow-diagram. for they are not well-
defined algorithms but complex operations that are not fully understood.

3.1 Changing the code stores associative struciure

One can think of the suggested operation in a different way. If one has a complex set of data in
which there are certain known dependencies, it will often help to display them in a form in which the
known dependencies have been eliminated. For instance body weight increases with height, so to bring out
other factors affecting weight it would be worth expressing it in a form that removes the comelation wath
height, such as the ratio (True weight'weight expected from individual's height). Notice that this can be
done with no loss of information provided that the expression giving the expected weight 1s avalable

1 don't know if it is universally true that removing a known type of associative structure makes it
casier to identify a new type, bul it is certainly very often the case, and figure 3 provides another
illustration. The left part is a normal image and thus has an auto-correlation function that extends over a
large fraction of the whole image. This can be removed by the process of "whitening", which levels the
power spectrum of the Fourier transform and reduces the comelations, estimated over the whole image,
between pairs of points with any fixed separation. The result is shown on the right. I think it is clear that
the higher order structures that correspond to borders and edges in the image, whatever they are, are
genuinely more prominent in this image in the sense that a higher proportion of the contrast energy is
located al the edges.

Figure 3 near here (Whitened and unwhitened images)

In outline then, the idea 1s that associative structure one already knows about should be removed
from Lhe data stream in order to make it casier 1o detect new associative structure. Knowledge of the old
associations should be used 1o change the code and thus modify the representation so that these old
associations are no longer present. This is the same as the original idca of recoding to reduce redundancy
{Barlow 1959; Watanabe 1960), and subtracting the regression that comesponds to an already recognized
correlation in order to find further relationships in the residuals is a simple example. Of course the
modifications will not generally be as simple as subtracting out an expected regression or flattening a power
spectrum, but these examples illustrate how an operation that accounts for and reduces the known structure
in a set of observations simultaneously stores knowledge about that associative structure, recogmizes the
existence of that structure, and uses it 1o make the detection of new struclure casicr,

To an outside observer, a sysiem performing these operations would look like one that constructed
Craik's working models (Craik 1943) and Tolman's cognitive maps (Tolman 1948) of the environment, for
it would show evidence of finding and using the associative structure that underlies such models and maps.
Obviously this store of knowledge has many other potential uses, particularly in the processes of
imagination and recall where we experiment and play with what we know (Kosslyn and Koenig 1992). In
order to pursue this possibility further we would have (o postulale means of access to the stored knowledge,
perhaps by lowering thresholds in the box marked “Stored knowledge about the environment™ in figure 2,
but I don't want to go into such possibilities now, nor to discuss what this information processing scheme
might seem like subjectively. For the present argument, the point is that the automatic use of this stored
knowledge to account for expected features in the current scene simultancously allows those features to be
used, and improves the acquisition of new knowladge. Anything that improves the appropriateness and
speed of leaming must have immense competitive advantage, so this proposal could explain the enormous
selective advantage of the neocortex. With appropriate genctic variation of the details of this process, this
could in tum account [or its very rapid evolution and the subsequent growth of our species to its dominanl
position in the world, The new hypothesis can give us a fresh viewpoint on poorly undersiood aspects of
the evolution and neurophysiology of the cortex. but the process of knowledge acquisition must be
examined in more detail W bring this out.
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3.2 Requirements for knowledge acquisition
Acquiring knowledge means finding out about the regularities and patterns in the sensory inpul.
Ii's a vast task 1o determine the associational structure of the continuous stream of sensory messages that
we receive, and Table 1 lists some of the requirements (Barlow 1991), starting with the point above about
the desirability of removing evidence for (he associations that are already known.
Table I near here

We need an agreed vocabulary in order 1o discuss various ways of representing scenes, Suppose
that the representation consists of reports of features, of which there can be a wide variety. For instance one
of them might be a point in the image having a luminance value above the mean for the neighbourhood of
that point, and this would correspond approximately to the feature that causes the firing of an on-centre
ganglion cell in the retina. Or it might be the occurrence of a visual pattern resembling a monkey's face,
which would correspond to the occurrence of the Irigger feature of a so-called lace cell in infero-temporal
corlex. Any representation one can imagine can be described as reporting the occurrence of features, but the
number of features and their frequency of occurnence will vary.

There must be many levels in the actual representational system in the brain, and more complex
features are presumably represented at higher levels, but for present purposes let us consider a single level.
The first item in table 1 is recoding to take account of identificd regularities or associative structure, for the
operation of identilying associations is required at all levels.

3.3 Nead for probabilities of representational elements

The logical basis for identifying a new association in traditional, Fisherian, statistics is as
follows:-
13 If two occurrences U and C gre not associated they will occur together with the probability P(U&C)
expecied for the random co-occurrence of two independent variables; that is, if the individual probabilities
are P(LN and P{C)

P(U&C) = P(U) x F(C)

2) When we count the number of joint occurrences we find that they occur signilicantly more ofien than
predicted from this probability.
3) Therefore the hypothesis that they are not associated is false, and the complementary hypothesis that
they are associated is true.
So in this framework, knowledge of P(U) and P(C) and all other individual occurrences is necessary in order
1o identify new associations reliably.

In the currently fashionable Bayesian formulation the same probabilities P(U) and P(C) are
necessary; they should not be confused with the prior of the hypothesis (P(H), which is also needed. The
probability of the hypothesis, given the data is:-

P{Hidata) = P{datalH}) x P(H)/P(data)

The “data” are the number of co-occurrences of U and C, and one will need P(U} and P(C) 10 in order to
calculate the first term on the right hand side of this expression, that is the probability of obtaining this
number if they have the degree of dependence specified by the hypothesis.

Where can this knowledge come from? We commonly assume, | think, that if the occurrences of
U and C can be identified in the representation, then they can be counted; in fact this is a simpler job than
counting their co-pecurrence, which has got to be done anyway. From these counts the probabilities can be
estimated, but this amounts to giving both jobs to the homunculus, which is the very thing we want (o
avoid,

Notice that the probabilities of the individual occurrences are required whatever hypothesis about
association we want to test; P(U) is needed 1o identify an association with C, or D, or E, or any
combination of them, and so are P(C), P(D) etc. In contrast, we only need (o estimate P(U&C) when
lesting that particular association. In a representation that facilitates the detection of new associations it is
just as important 1o know the probabilities of the primitive events as it is to know about the actual
moment of their occurrence, and giving access to these probabilitics seems to be the first job we should
take out of the hands of the homunculus. Doing this in a physiologically plausible way is nol as difficult
as it seems. 1t might be done by adjusting the threshold for a unit so that, averaged over a long period, it
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fires once in a particular period; then when it fires, it signals an event that has a probability of occurring
once in that period. Aliematively, the number of impulses in the volley signalling an event might be an
inverse function, such as -log p, of its probability. Both of these would appear experimentally as forms of
habituation, which is often observed in the neurons of sensory pathways.

Of course one still needs 1o detect co-occurrences and find out how ofien they happen, but if the
probability of an event is implicit in the way it is signalled, this solves the problem of assembling at one
locale in the brain all the information required to make an inference, for at any point in the brain reached by
signals for U and signals for C, all this information is present and potentially available. The conclusion is
that a representation designed to facilitate the detection of new associations should somehow signal, not just
the occurrence of an event, but what the probability of that event having occurred is.

Three points may need clarifying. First we are assuming that the probability of occurrence of a
feature can be estimated from its rate of occurrence over some period in the recent past. This would not
always be justified, but in some cases it will be and to let the argument proceed let us confine ourselves
here to these cases. Second, the features we shall be dealing with will usually have probabilities of
occurrence well below half: this means that the predicied rate of occurrence of joint features will be low, and
their expected number may be close (o zero. Under these circumstances it becomes difficult 1o establish a
negalive association, and one must therefore look for joint features that occur more ofien than expected by
chance. That's why we called them suspicious coincidences or clichés (Phillips, Zeki and Barlow 1984,
Barlow 1985), but the basic property is their non-accidental nature,

Finally il is sometimes suggested that statistical considerations are unimportant in learning
because it often occurs with a very small number of trials, or even a single one. This is a misguided
objection, because statistics are even more important when the numbers are small than when they are large.
With large samples it is possible to obtain reliable results using statistically inefficient methods, but with
small numbers ¢fficient methods are essential,

3.4 Need for independence.

Another highly desirable propenty of a representation that is 1o be used for detecting new
associations is that the features represented should occur with statistical independence in the environment to
which the system is adapted. Suppose we want to test whether the joint occurrence C&D is associaled with
Ut to test the null hypothesis that they are not associated we now need P(C&D), just as we previously
needed P(C). in order thal we can calculate the expected number of occumences of U&C&D. This can be
done if C and D are independent of each other, for then

P{U&C&D) = P(LJ) x P(C) x B(D)

but this estimate may be seriously wrong if C is not independent of D. Markov random fields have had
considerable success in modelling pattems of dependence (Geman and Geman 1984; Marroquin 1993), but it
is surely impractical (o store and have access to comprehensive estimates of the degrees of dependence
among representational elemenis, simply because there are too many quantities involved, ¢ven among small
groups of variables.

Notice however that we do not need each representational element to be independent of all others,
which is obviously impractical. We only need independence between those representational elemenis
among which conjunctions or other logical functions are 1o be tested. These elements are likely to be fairly
close to each other in the cortical representation, so we only need independence between elements in each
neighbourhood,

Arc we actually able to detect new associations with logical functions of representational elements?
For simple functions, surely we can, and o can most animals. 'We learn to stop at red traffic lights and not
at green ones, for example. In this case one might suppose that there are different representational elements
for red and green lights, but it would be a great restriction on the utility of a representation if this was
always necessary before separale associations could be formed. Charlie Harris (1980) brought this out very
nicely when discussing contingent adaptation, for he noted that almost any contingency that had ever been
tested seemed to produce adaptive effects. How could this be, he said, if contingent adaptation required
neurons specifically sensitive to each contingency? We might have neurons signalling vellowness, and
perhaps volkswagens, bul surely we cannol have neurons reserved for signalling yellow volkswagens!

This is an extremely important point because the advantage that is usually cited for distributed, as
opposed to grandmother-cell, representations is their ability to ulilize combinations of active elements,
rather than single aclive elements, since vast numbers of thess combinations are available. Bul this
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supposed advaniage would vanish if one could not form associations with these combinations efficiently,
cither because their prior probabilities were unavailable or grossly misleading, or for an additional reason Lo
be outlined in the next section,

4 More |obs to take from the homunculus

The current hypothesis about the computational goal of the cortex has given an idea of some of the
jobs the homunculus has to do when he looks at a sensory representation in one’s head, but I think there are
olther tasks he does, and we shall have to understand these before we can get rid of him entirely. I shall
conclude by sketching some of them.

4.1 Separeting information and redundancy

Table 2 lists some of the jobs that we now think the homunculus performs, and which we should
be able o take away from him. [t starts with the task of separating redundancy (ie knowledge) from
information (ic what cannot be explained by pre-existing knowledge). This is the job so far described and
summarized in fig 2. The next job listed, finding representational primitives, is part of this process and is
listed separately because David Tolhurst and I recently tested the following prediction from the gencral
hypathesis.

Table 2 near here

4.2 Finding good primitives

The presence of redundancy is shown by (he elements of a representation not being independent of
each other, One way to code to reduce this is to detect the presence of this mutual dependency when it
occurs, and o signal this occurrence in the recoded representation; the presence of bilateral symmetry has
been given as an example, and edges (see below) provide a simpler one. Notice that this tactic not only
reduces redundancy, but also captures a high proportion of the input at low cost in terms of channel
capacity, as described in section 2.6, Thus the primitives used in a representation should be suspicious
coincidences or clichés of the sensory diet thal an animal is adapted 1o, ie they should be events that occur
more often than would be expected from the frequencies of their constituent elements.

We have made measurements on natural images testing whether edges, which are certainly used by
the brain as primitives, qualify as suspicious coincidences (Barlow and Tolhurst 1992; Tolhurst and Barlow
1993). We ook a selection of digitized images and removed the correlations between pairs of points,
averaged over the whole image, by the “whitening™ process the result of which was shown in figure 3; this
leaves behind the image structures we are now interested in that occur at the borders of objects. The
distribution of pixel values in such whitened images gives us the basis for the chance expectation of
combinations of pixel values, and what the hypothesis says is that at the borders of objects we shall find
combinations of pixel values that occur more frequently than this chance expectation.

Figure 4 Near here (Distributions)

Perhaps il’s already obvious by inspection of the whitened Figure that this is the case, for you
would not expect 1o find by chance the rows of high or low values you can see in fig 3. To confirm this
we measured the distribution of the sum of 9 pixel values, cither selected at random from all over the
whitened image, or from a row of 9 adjacent positions. Figure 4 shows the result: the distributions are
strikingly different. The sum of 9 randomly selecled pixels gives the distribution of expected values, and
the range is from about 1050 1o 1300 on the horizontal scale, but as you can see values outside this range
are very common (or the sum of nine pixels in a row.

[t is casy to show (hat these unexpected extreme values of the sum of pixels in a line occur at the
borders of objects, and by looking at a varied selection of 15 images. and estimating the kurtosis excess for
the sums in a line compared with randomly selected pixels we confirmed that the result is gencrally true.
These facis vindicate the hypothesis that the features we use to represent an image are suspicious
coincidences —at least in the case of the oncntationally selective units of V1 - and sugpests the general rule
that good primitives may be patterns in images whose distributions show strong kurlosis,
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4.3 Ensuring indepandence

The third job is to make the primitives independent of each other, at least locally in each
neighbourhood of the representation. Ways of devising codes in which the elements occur as nearly as
possible independently have been suggested elsewhere (Barlow 1959, 1989; Barlow & Foldidk 1989;
Foldidk 1990; Hentschel and Barlow 1991), and patiem-selective adaptation suggests that something of the
sort may be happening (Barlow 1990a). As already pointed out, the codes that are required (0 obtain
independence embody knowledge about the associative structure of the environment, and an outside observer
watching behaviour based on this modified representation should suspect that some kind of cognitive map
or working model of the environment is being constructed.

4.4 Identilying new associations

The independent occurrence of representational elements helps in doing this fourth job, because it
makes it possible to estimate the probability of chance occurrence of pairs, or other logical functions, of the
representational elements, and thus Lo test the null hypothesis of independence; if this cannot be done,
distributed representations lose much of their vaunted advantage. But there is another problem with
distributed representations that A R Gardner-Medwin and [ have been looking into; the work is incomplete
and 1 cannot give details, but the root of the difficulty is easy to see (Gardner-Medwin and Barlow 1992;
1993).

The ASCII code is an example of a distributed representation. Suppose that one needs o learn that
a particular character, say upper case A, is associated with an unconditional stimulus U: Can one deduce the
existence of an association between A and U by looking at the co-occurrrences of U with each of the bits
representing A, or does one have to explicitly represent A by performing the appropriale logical operation
on the bit values? Furthermore, if it can be done without the explicit representation, how much worse is
this than doing it with an explicit representation of A? One needs a measure of “how much worse”, and the
natural onc is Fisher's measure of efficiency F, namely:-

F = N{for fully efficient method)/MN{for method vsed)

where N is the number of trials, or sample size, required (o achieve a given standard of reliability. So
efficiency tells one directly the relative numbers of “training trials™ needed to identify the association with a
given reliability when counting co-occurrences with the bits and when counting the co-occurrences with A
directly.

The answer we found is that if A occurs frequently, and if the code is sparse so that the bits
representing it are “on” rather infrequently, then one can deduce an association from the co-occurrences of U
with each of the bits with only a moderate loss of efficiency. Conversely if the code is not sparse (which is
the case in the ASCII code itself), or if A occurs infrequently, then leamning is very inefficient. What causes
the loss of efficiency is the fact that, in a distributed representation, the representational elements are active
for inputs other than the particular event of interest, and these excess occurrences increase the vanance and
hence necessilate a larger sample 10 obtain equal reliability. We think that the requirement for
independence, and the difficultics of forming associations in distributed representations, are important and
should be more widely recognized.

The remaining items in the table are included partly to serve as a reminder that we still have much
to learn about the jobs we currently leave to the homunculus, and also because they raise issues of a rather
different kind that are unlikely to be solved within the information processing paradigm.

45 Consciousness and the social role of the homunculus

So far the tasks considered for taking over from the homunculus are ones that do not seem 1o be
beyond the scope of information processing and antificial intelligence, provided that they can be clearly and
properly defined, but the situation changes when we come (o the 6th and Tth items of table 2, These fasks,
the modelling of other people and society, raise new 155ues,

The homunculus looking at the image is a little man, not just an information processing device.
Initially we may suppose that his skills in human communication simply provide our own consciousness
with knowledge of the image, but by postulating a little man to do this, are we not recognising that our
conscious experience involves more than the passive receipt of sensory impressions? Why do we postulate
a little mam to do it, rather than a little computer or other information-processing device? I think the
homunculus is human because he has o put these sensory messages into a form that helps us share them
with other humans. The role we are now considering is not just (o process the representations of the
outside world carried by the sensory maps in our own heads, but also to help us share the resulis of these

Banishing the Homunculus 12 12dech3



analyses with other people. Furthermore, as an outsider with knowledge of other people, he introduces the
results of other people’s analyses into the interpretation of our own sensory represenlations. In other
words, he translates the sensory representations in one's own mind into a form in which we can share it
with other conscious minds. “Redness™ is not just a raw feel, nor is it simply a processed sensory message,
for to experience it as we do experience it requires a leamning phase in which other humans have participated
{Barlow, 1987; 1990b). What the homunculus does goes beyond the realm of information processing, and
is connected with the mysterious phenomenon of conscious experience. | think we shall probably need him
in this role for a considerable time, but we may ultimately rid ourselves of him here too, if we can start o
think of consciousness as the means by which humans enlarge the scope of their social intercommun-
ication, rather than as a curious property of a single, isolated brain.

The overall conclusion is that we are beginning to banish the homunculus by subsuming some of
his functions into our theories of perception, but we shall need to understand his role in consciousness and
social communication before we can get rid ol him aliogether.
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Figure Captions and Tables

Figure 1. A) An array of 200 randomly positioned dots. B) Each dot in the array of A has been paired at
a posilion mirror-symmetric about the vertical midline. C) Each dot has been paired at a position up and to
the left of the original position. D) Each dot has been paired al a position displaced radially and tangentially
from the centre. Tt is the structure that leaps to the cye, though this is technically a form of redundancy; the
random positions of the dots contain much more information. but the eye gives them less prominence.

Figure 2. Flow diagram for perception suggested by the hypothesis that the cerebral cortex creates a
representation of the current sensory scene that facilitates the identification of new associations. In order to
separate new information from knowledge (ie redundancy) there must already be a store of the known
structure and regularities found in sensory inputs, and this must be used to form a model that accounts for
as much as possible of the current sensory input; what this accounts for can then be explicitly represented
and will occupy less space in the input representation. Though we think we experience Sensory messages
directly, what we see corresponds betler to the contents of the heavily outlined boxes.

Figure 3. The image on the left was “whitened” by making the power spectrum level, thus producing the
image on the right, The types of statistical structure that occur at the borders of objects survive whitening
and can be more easily analyzed and detected in the absence of the autocorrelations that whitening removes.
{From Tolhurst and Barlow 1993},

Figure 4. Distributions of the sum of 9 randomly selected pixels (top), and 9 pixels in a line at 4

orientations (bottom). The lower distribution has an excess of extreme values ~ that is values unexpected
on the basis of the distribution of individual pixe! values ( Tolhurst and Barlow 1993).
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WHAT WOULD

Table 1

MAKE IT EASIER

TO IDENTIFY NEW ASSOCIATIONS?

Remove evidence of
the associations you
already know about

To facilitate detecting
new ones

Make available the
probabilities of the
features present

To delermine chance
expectations

Choose features that
occur independently
of each other in the
normal environment

To help determine chance
expectations

of combinations

of features

Choose "suspicious

To reduce redundancy and ensure

coincidences" as appropriate
features generalization
TABLE 2

5 MAP AND MODEL MAKING
6 MODELLING OTHER PEOPLE

7 MODELLING SOCIETY

JoBSsS THE HOMUNCULUS PERFORMS
1 SEPARATING REDUNDANCY (KNOWLEDGE) FROM
INFORMATION (UNACCOUNTED-FOR MESSAGES)
2 FINDING REPRESENTATIONAL PRIMITIVES
3 MAKING THESE PRIMITIVES INDEPENDENT

4 IDENTIFYING NEW ASSOCIATIONS

B TAKING ADVANTAGE OF GEOGRAPHIC, PHYSICAL
AND SOCIAL KNOWLEDGE OF THE WORLD
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SuGGESTED FLow DiaGRAM FOR

INFORMATION PROCESSING IN PERCEPTION
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Previous sense dala
Task priorities
Linsatisfied appelites

Sensory
messages

Stored knowledge
about environment ‘\

Model of
current scene knowledge
e

What we
actuall
see

This cycle can be repeated
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Compare New information
and remove | —#= | 5ot environment
matches
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